
COSC121: Computer Systems. 
Managing Memory

Jeremy Bolton, PhD

Assistant Teaching Professor

Constructed using materials: 

- Patt and Patel Introduction to Computing Systems (2nd)

- Patterson and Hennessy Computer Organization and Design 
(4th)

**A special thanks to Eric Roberts and Mary Jane Irwin



Notes

• Read PH.5 and PH.6



Outline
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Virtual Memory

• Use main memory as a “cache” for secondary (disk) storage
– Managed jointly by CPU hardware and the operating system (OS)

• Programs share main memory
– Each gets a private virtual address space holding its frequently used code 

and data

– Protected from other programs

• CPU and OS translate virtual addresses to physical addresses
– VM “block” is called a page

– VM translation “miss” is called a page fault



Address Translation

• Fixed-size pages (e.g., 4K)



Page Fault Penalty

• On page fault, the page must be fetched from disk

– Takes millions of clock cycles

– Handled by OS code (software is slow)

• Try to minimize page fault rate

– Fully associative placement

– Smart replacement algorithms



Page Tables

• Stores placement information
– Array of page table entries, indexed by virtual page number

– Page table register in CPU points to page table in physical memory

• If page is present in memory
– PTE stores the physical page number

– Plus other status bits (referenced, dirty, …)

• If page is not present
– PTE can refer to location in swap space on disk



Translation Using a Page Table



Mapping Pages to Storage



Replacement and Writes

• To reduce page fault rate, prefer least-recently used (LRU) 
replacement
– Reference bit (aka use bit) in PTE set to 1 on access to page

– Periodically cleared to 0 by OS

– A page with reference bit = 0 has not been used recently

• Disk writes take millions of cycles
– Block at once, not individual locations

– Write through is impractical

– Use write-back

– Dirty bit in PTE set when page is written



Fast Translation Using a TLB

• Address translation would appear to require extra memory 
references
– One to access the PTE

– Then the actual memory access

• But access to page tables has good locality
– So use a fast cache of PTEs within the CPU

– Called a Translation Look-aside Buffer (TLB)

– Typical: 16–512 PTEs, 0.5–1 cycle for hit, 10–100 cycles for miss, 0.01%–
1% miss rate

– Misses could be handled by hardware or software



Fast Translation Using a TLB



TLB Misses

• If page is in memory
– Load the PTE from memory and retry

– Could be handled in hardware
• Can get complex for more complicated page table structures

– Or in software
• Raise a special exception, with optimized handler

• If page is not in memory (page fault)
– OS handles fetching the page and updating the page table

– Then restart the faulting instruction



TLB Miss Handler

• TLB miss indicates

– Page present, but PTE not in TLB

– Page not preset

• Must recognize TLB miss before destination register overwritten

– Raise exception

• Handler copies PTE from memory to TLB

– Then restarts instruction

– If page not present, page fault will occur



Page Fault Handler

• Use faulting virtual address to find PTE

• Locate page on disk

• Choose page to replace

– If dirty, write to disk first

• Read page into memory and update page table

• Make process runnable again

– Restart from faulting instruction



TLB and Cache Interaction

• If cache tag uses 

physical address

– Need to translate 

before cache lookup

• Alternative: use virtual 

address tag

– Complications due to 

aliasing

• Different virtual 

addresses for shared 

physical address



The Memory Hierarchy

• Common principles apply at all levels of the 

memory hierarchy

– Based on notions of caching

• At each level in the hierarchy

– Block placement

– Finding a block

– Replacement on a miss

– Write policy

The BIG Picture
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FSM Cache Controller
• Key characteristics for a simple L1 cache

– Direct mapped

– Write-back using write-allocate

– Block size of 4 32-bit words (so 16B); Cache size of 16KB 
(so 1024 blocks)

– 18-bit tags, 10-bit index, 2-bit block offset, 2-bit byte offset, 
dirty bit, valid bit, LRU bits (if set associative)
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Four State Cache Controller
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Cache Coherence in Multicores
• In future multicore processors its likely that the 

cores will share a common physical address space, 
causing a cache coherence problem

Core 1 Core 2
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Unified (shared) L2

L1 I$ L1 D$

X = 0

X = 0 X = 0

Read X Read X

Write 1 to X

X = 1

X = 1



A Coherent Memory System
• Any read of a data item should return the most 

recently written value of the data item
– Coherence – defines what values can be returned by a 

read
• Writes to the same location are serialized (two writes to the 

same location must be seen in the same order by all cores)

– Consistency – determines when a written value will be 
returned by a read

 To enforce coherence, caches must provide

 Replication of shared data items in multiple cores’ caches

 Replication reduces both latency and contention for a read shared data 
item

 Migration of shared data items to a core’s local cache

 Migration reduced the latency of the access the data and the bandwidth 
demand on the shared memory (L2 in our example)



Cache Coherence Protocols
• Need a hardware protocol to ensure cache 

coherence the most popular of which is snooping
– The cache controllers monitor (snoop) on the broadcast 

medium (e.g., bus) with duplicate address tag hardware 
(so they don’t interfere with core’s access to the cache)  to 
determine if their cache has a copy of a block that is 
requested

• Write invalidate protocol – writes require exclusive 
access and invalidate all other copies
– Exclusive access ensure that no other readable or 

writable copies of an item exists

• If two processors attempt to write the same data at 
the same time, one of them wins the race causing 
the other core’s copy to be invalidated.  For the 
other core to complete, it must obtain a new copy of 
the data which must now contain the updated value 
– thus enforcing write serialization



Example of Snooping Invalidation

• When the second miss by Core 2 occurs, Core 1 
responds with the value canceling the response from 
the L2 cache (and also updating the L2 copy) 
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Data Miss Rates
• Shared data has lower spatial and temporal locality

– Share data misses often dominate cache behavior even though 
they may only be 10% to 40% of the data accesses

FFT

0

2

4

6

8

1 2 4 8 16

Capacity miss rate

Coherence miss rate

Ocean

0

2

4

6

8

10

12

14

16

18

1 2 4 8 16

Capacity miss rate

Coherence miss rate
64KB 2-way set associative 
data cache with 32B blocks

Hennessy & Patterson, Computer 
Architecture: A Quantitative Approach



Block Size Effects
• Writes to one word in a multi-word block mean that 

the full block is invalidated

• Multi-word blocks can also result in false sharing:  
when two cores are writing to two different variables 
that happen to fall in the same cache block
– With write-invalidate false sharing increases cache miss 

rates

 Compilers can help reduce false sharing by allocating highly 
correlated data to the same cache block
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